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Abstract

Machine learning algorithms have come to dominate some industries.
After decades of resistance from examiners and auditors, machine learning
is now moving from the research desk to the application stack for credit
scoring and a range of other applications in credit risk. This migration
is not without novel risks and challenges. Much of the research is now
shifting from how best to make the models to how best to use the models
in a regulatory-compliant business context.

This article seeks to survey the impressively broad range of machine
learning methods and application areas for credit risk. In the process of
that survey, we create a taxonomy to think about how different machine
learning components are matched to create specific algorithms. The rea-
sons for where machine learning succeeds over simple linear methods is
explored through a specific lending example. Throughout, we highlight
open questions, ideas for improvements, and a framework for thinking
about how to choose the best machine learning method for a specific
problem.

Keywords: Machine learning, artificial intelligence, credit risk, credit
scoring, stress testing

1 Introduction

The greatest difficulty in writing a survey of machine learning (ML) in credit risk
is the extraordinary volume of published work. Just in the area of comparative
analyses of machine learning applied to credit scoring, dozens of articles can be
found. The goal of this survey cannot be to index all work on machine learning
in credit risk. Even listing all of the worthy articles is beyond the attainable
scope.

Rather, this survey seeks to identify the major methods being used and de-
veloped in credit risk and to document the breadth of application areas. Most
importantly, this article seeks to provide some intuitive insights on why certain
methods work in specific areas,. When does machine learning work better than
linear methods only because it was a quicker path to an answer versus discov-
ering something about the problem that was undiscoverable with traditional
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methods? Further, as a result of this research, we hope to identify some areas
of investigation that could be fruitful but have not yet been fully explored.

In attempting to provide a balanced view of the state of machine learn-
ing, some passages herein may take a tone that machine learning is ”much
ado about nothing”. In other discussions, we are clearly singing the virtues of
deep learning with discussions of ensemble methods for robustness, deep learn-
ing to analyze alternate data, and techniques for modeling the smallest data
sets. Machine learning can be seen to be clearly successful in some cases and
disturbingly overblown in others, bringing new innovations in important areas
and painfully rediscovering old methods in some cases, and overall has made
significant strides toward mainstream application while still having significant
challenges to overcome.

The article begins with a definition of machine learning intended in part
to limit the scope of this survey to a manageable breadth. The next section
offers a modeling taxonomy based upon defining data structure, architectures,
estimators, optimizers, and ensembles. From this perspective, much machine
learning research is a human-based search of the meta-design space of what
happens when you mix and match among those categories. Then, Section 4
provides a discussion of the many application areas within credit risk and some
of the model approaches found within each. Section 5 reviews a specific ex-
ample of testing many machine learning algorithms to illustrate the differences
relative to traditional methods. Section 6 follows with a discussion of signifi-
cant challenges in creating machine learning models and using them in business
contexts. The conclusion pulls these thoughts together to highlight areas where
future comparative studies could provide significant value to practitioners.

2 What is Machine Learning?

We tend to think of statistical models and linear methods as something other
than machine learning, and yet simple linear regression can take on unbounded
complexity through factor variables, spline approximations, interaction terms,
and input massive numbers of descriptive variables through dimension reduc-
tion methods such as singular value decomposition. The heart of many machine
learning algorithms is a search or optimization method that was pioneered
decades or centuries ago in other contexts. Bagging, boosting, and random
forests harken back to earlier work on ensemble methods [66, 213].

Harrell [126] proposes a distinction between statistical modeling and machine
learning:

• Uncertainty: Statistical models explicitly take uncertainty into account
by specifying a probabilistic model for the data.

• Structural: Statistical models typically start by assuming additivity of
predictor effects when specifying the model.

• Empirical: Machine learning is more empirical including allowance for
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high-order interactions that are not pre-specified, whereas statistical mod-
els have identified parameters of special interest.

The above items carry other implications. For example, search-based meth-
ods such as Monte Carlo simulation, genetic algorithms, and various forms of
gradient descent usually do not provide confidence intervals for the parame-
ters, and correspondingly are usually considered as machine learning. Ensemble
methods where multiple models are combined are generally considered to be
machine learning, even when the constituent models are statistical. One might
also say that traditional statistical methods rely on analyst selection of input
features and interaction terms whereas machine learning methods emphasize al-
gorithmic selection of features, discovery of interaction terms, and even creation
of features from raw data.

Drawing the line between machine learning and traditional modeling is chal-
lenging for the best scientific linguist. Practically speaking, machine learning
seems like it should include models that emphasize nonlinearity, interactions,
and data-driven structures and exclude simple additive linear methods with
moderate numbers of inputs. The distinction may be more in the specific appli-
cation than the method used. For example, an artificial neural network could
be dumbed down to a nearly-linear adder, and common logistic regression can
incorporate almost all the learnings from a sophisticated machine learning al-
gorithm through artful use of binning, interaction terms, and segmentation.

Some methods might be viewed as intermediates, like transitional species in
evolution. (The author recognizes that “transitional species” is a misnomer in
evolutionary taxonomy, but the perspective is not inappropriate here.) Forward
stepwise regression or backward stepwise regression automate feature selection
while being statistically grounded. Principal Components Analysis (PCA) is an
inherently linear, statistical method of dimensionality reduction via eigenvalue
estimation, whereas other dimensionality reduction methods lean much more
to machine learning. One of the greatest strengths of neural networks is as a
nonlinear dimensionality reduction algorithm.

Within this attempted dichotomy, many machine learning techniques are
rapidly taking on statistical rigor. This maturing process is what we see in
any field where rapid advances are followed by a team of scientists filling in
theoretical and technical details.

Many of the most public successes of machine learning are coupled with
big data, massive data sets that allow equally massive parameterizations of the
problem so that the optimal transformations of the inputs and dimensionality
reduction are learned from the data rather than via human effort. However,
machine learning should not be viewed as synonymous with big data. Some
machine learning methods appear well suited to very thin data sets where even
linear regression struggles. Eventually, as we truly move into human-style AI,
the ability to learn from a single event in the context of a ‘physical’ model of
the world would show the power of machine learning with the smallest of data.

In credit risk, we are often stuck with small data. This was observed in
the credit scoring survey by Lessmann, et. al. [175] where only five of the
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48 papers surveyed had 10,000 accounts or more to test, quite small samples
compared to the big data headlines, but this is often the reality of credit risk
modeling. For many actual portfolios, number of accounts * loss rate = very
few training events. Even in subprime consumer lending where loss rates are
higher, only the largest lenders have had the data sets needed to apply the most
data-hungry techniques like deep learning, or so it seems. However, machine
learning is succeeding in credit risk modeling even on smaller data sets, ap-
parently by emphasizing robustness and simpler interactions as opposed to the
extreme nonlinearities in big data contexts such as image processing [162], voice
recognition [120], and natural language processing [69].

Machine learning is generating successes in credit risk, although less dramat-
ically in well-worn domains like prime mortgages. The biggest wins appear to be
in niche products, alternate channels, serving the underbanked [5], and alternate
data sources. A well-trained machine learning algorithm may be preprocessing
deposit histories [2], corporate financial statements, twitter posts [199], social
media [97, 24, 10] or mobile phone use [38, 232] to create input factors that
eventually feed into deceptively simple methods like logistic regression models.

Also, in looking at applications of machine learning to credit risk, we must
look beyond predicting probability of default (PD). One of the great early suc-
cess stories of ML was in fraud detection [110]. Anti-fraud [297], anti-money
laundering [254, 273, 20, 217, 178], and target marketing applications [180, 22]
make heavy use of machine learning, but are outside the boundaries we will
draw here around credit risk applications. Still we must consider applications
to predicting exposure at default, recovery modeling, collections queuing, and
asset valuation, to name a few.

The following sections aim to provide an introduction to the literature on
machine learning methods, applications in credit risk, what makes machine
learning work, and what are the challenges with employing machine learning in
credit risk.

3 Machine Learning Methods

Providing an exhaustive list of machine learning methods would not be possible,
particularly when we look beyond credit scoring to the broader applications of
machine learning across credit risk modeling. One of the greatest challenges of
creating any list of models is the difficulty in defining a model. The name given
to a model typically represents a combination of data structure, architecture,
estimator, selection or ensemble process, and more. Authors may swap out one
estimator for another or add ensembles on top and describe it as a new model.
This abundant hybridization leads to exponential growth in the literature and
model names. Finding the right combination is, of course, very valuable, but
the human search through this model component space with publications as
measurement points is more than can be cataloged here.

In this section we will identify key sets of available components behind the
models and then categorize some of the most studied models according to the
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components used. Of course, each of these lists can never be complete. They
are intended only to be representative.

3.1 Data Structures

Choosing a data structure is the first step in either statistical modeling or ma-
chine learning. That model must be chosen to align with the data being mod-
eled. A range of target variables are possible in credit risk and those variables
can be observed with different frequencies and aggregation, depending upon the
business application.

Table 1 lists some of the outputs one might wish to model in the domain of
credit risk. Items like PPNR [183] and Prepayment [240] might not seem like
credit risk tasks, but when they are modeled divorced from credit risk modeling,
the result can be conflicting predictions leading to nonsensical financial projec-
tions. Taking a consistent, coordinated perspective of all account outcomes and
performance as in competing risk architectures and models [168, 92] is the best
hope of predicting pricing and profitability.

Even deposit modeling can leverage very similar methods and works best
when a total customer view is taken. Deposit balances are a potentially valuable
input to credit risk models, but are not always categorized as credit risk targets.
Anti-fraud, anti-money laundering, and target marketing were considered as
separate from credit risk, because they are not part of the analysis of an active
customer relationship, although even here the boundaries are weak.

Target Variables
Loss Balance
PD, EAD, LGD [and PA (Probability of Attrition)]
Prepayment
Pre-provision net revenue (PPNR)
Asset Values
Deposit Balance*
Time Deposit Renewal Rate*

Table 1: List of target variables that can be modeled in credit risk applications.
The items marked with * are likely candidates for using the same methods as
the other items, but not strictly considered credit risk issues.

For any target to be modeled, a decision must be made on the aggregation
level and performance to be predicted. Table 2 lists the most common answers.
Each type of data usually has a corresponding literature. Econometric models
[85, 277] focus on time series data, either for a portfolio or segments therein;
Age-Period-Cohort models [113, 195, 106] are applied to vintage performance
time series; survival models [256, 152] and panel data models [283, 140] are
applied to account performance time series; and the large literature on credit
scoring [257, 14] focuses mostly on account outcomes, using a single binary
performance indicator for each account.
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Data Types
Segment Time Series
Vintage Performance Time Series
Account Performance Time Series
Account Outcomes

Table 2: List of data types that can be modeled in credit risk applications.

By starting the discussion with target variables, what follows is immediately
focused on supervised learning. The assumption is that unsupervised learning
techniques might be used to create input factors. Many forms of dimensionality
reduction and factor creation can be conducted using unsupervised methods.
PCA and most segmentation methods can be considered unsupervised learning.
However, a credit risk model will ultimately always finish with a supervised
learning technique.

3.2 Architectures

Once the problem is stated as a target variable to be predicted and its data
structure as in Tables 1 and 2, an architecture must be chosen for the problem,
Table 3. This is the point where the distinction between traditional methods
and machine learning can appear.

Additive effects refers to regression approaches [153, 131]. Additive fixed
effects includes the use of fixed effects (dummy variables), again in a regression
approach, panel model, etc.

State transition models, [206, 26] (also known as grade, rating, or score mi-
gration models depending upon whether they are applied to delinquency states,
risk grades, agency ratings, or credit scores) are all variations on Markov chains
[207]. Roll rate models [89] capture the net forward transition of a state tran-
sition model and are used throughout credit risk modeling. Generally, this
architecture involves identifying a set of key intermediate states and modeling
the transitions between those states and to the target state. Usually the target
is a terminal state like charge-off or pay-off.

Going beyond the above architectures leads more into the realm of machine
learning, although there are again few fixed boundaries. Convolutional networks
[162], feed-forward networks [253, 15], and recurrent neural networks [182] are
all kinds of artificial neural networks and are just a few of the many structures
being tested.

Whenever the nonlinearity of a problem exceeds the flexibility of the under-
lying model, segmenting the analysis is a common solution. The more nonlinear
the base model, the less segmentation is required. Traditional logistic regression
models may actually be a collection of many separate regression models applied
to different segments, whereas a neural network or decision tree may use a single
model.

Some models are themselves segmentation engines. Methods such as support
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vector machines (SVM) [266] use hyperplanes or other structures to segment the
parameter space. Decision trees [226] can also be viewed as a high-dimensional
segmentation technique and are employed in a variety of machine learning ap-
proaches. Nearest neighbor methods [71, 130] are difficult to classify in this
architectural taxonomy, but seem closer to these than the rest.

Architecture
Additive Effects
Additive Fixed Effects
Convolutional Network
Clustering
Feed-forward Network
Fuzzy Rules and Rough Sets
Nearest Neighbors
Recurrent Neural Network
Segmentation
State Transitions
Trees

Table 3: List of internal architectures used in modeling.

Fuzzy rules are used to capture uncertainty directly in the forecasting process
[202] and are often combined with other methods [220]. Rough sets [219] can be
seen as having a similar objective of considering the vagueness and imprecision
of available information, but using a different theoretical framework.

Recurrent neural networks (RNN) are used primarily to model time series
data. By making the forecast from one period and input to the network for the
next period, they are effectively a nonlinear version of vector ARMA models
((Multivariate Box-Jenkins) [197, 177]. Long short term memory (LSTM) net-
works apply a specific architecture to the recurrent neural network framework
in order to scale and refine the use of memory in the forecasting.

Overall, many architectures can be used in time series forecasting. The
same lagged inputs used in linear distributed lag models [11, 291] can be used
as inputs to machine learning methods. To reduce the dimensionality of the
problem and aid visualization, optimal state space reconstruction can be used,
also known as the method of delays [216, 234, 52, 165].

Convolutional neural networks (CNN) being applied to consumer transaction
data [167] seems far from the leading applications in image processing, but
many more applications of CNNs are likely, particularly with recent advances
incorporating rotational [78, 65] and other symmetry transformation to increase
the generalization power of CNNs.

Not shown is the list of possible inputs, because this would be too extensive.



8

3.3 Estimators and Optimizers

The primary purpose of this modeling taxonomy is to illustrate that, for exam-
ple, a genetic algorithm is not a model. Practitioners, both experienced and
novice, often use sloppy terminology confusing data structures, architectures,
and optimizers. Here we illustrate that many different estimators and opti-
mizers can be applied in an almost mix-and-match fashion across the range of
architectures. By clearly identifying the components of a model, researchers can
find opportunities for creating useful hybrids.

The literature also attempts to carefully distinguish between estimators and
optimizers. In simple terms, estimators all rely on a statistical principle to esti-
mate values for the model’s parameters, usually with corresponding confidence
intervals and statistical tests in the traditional statistical framework. Optimizers
generally follow an approach of specifying a fitness criteria to be optimized. As
parameter values are changed, the fitness landscape can be mapped. Each opti-
mizer follows a specific search strategy across that fitness landscape. Of course,
here again it can be difficult to draw bright lines between these categories as
estimators and optimizers can take on properties of each other.

Table 4 lists some of the many methods used to estimate parameters or even
meta-parameters (architectures) of a model. Items such as back propagation are
specific to a certain architecture, e.g. back prop as a way to revise the weights of
a feed-forward neural network. Most, however, can be applied creatively across
many architectures for a variety of problems.

Estimators
Least Squares
Maximum Likelihood [218]
Partial Likelihood [72]
Bayes Estimator [35]
Method of Moments [196, 121, 98]

Table 4: List of statistical estimators used in modeling.

Maximum likelihood estimation is the dominant statistical estimator, which
is, for example, behind the logistic regression estimation that is ubiquitous in
scoring and many other contexts. Least squares estimation predated maximum
likelihood but can be derived from it. Partial likelihood estimation was a clever
efficiency developed for estimating proportional hazards models without esti-
mating the hazard function parameters needed in the full likelihood function.

Aside from some deep philosophical issues, Bayesian methods are particu-
larly favored when a prior is available to guide the solution. Markov chain Monte
Carlo (MCMC) starts with a Bayesian prior distribution for the parameters and
uses a Markov chain to step toward the posterior distribution given the data,
somewhat like a correlated random walk.

In data-poor settings, Bayesian methods provide a powerful mechanism for
combining expert knowledge from the analyst with available observations to
obtain a more robust answer. Computing a batting average in baseball is an
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easy way to illustrate this. Someone who has never swung could be assumed to
have a 50/50 chance of hitting the ball, a .500 average. After their first swing,
a miss would take his batting average to .333 and a hit would take it to .667.
With a maximum likelihood estimation, the best fit to the data would be .000
for a miss and 1.000 for a hit, which seems less helpful until more observations
are acquired. This is Laplace’s Rule of Succession. Not coincidentally, Laplace
also formulated Bayes’ Theorem.

With method of moments, the moments of the distribution are expressed in
terms of the model parameters. These parameters are then solved by setting
the population moments equal to the sample moments.

Linear programming and quadratic programming are methods for incorpo-
rating constraints. Many other constrained optimization methods exist, such
as Lagrange multipliers which provide a mechanism for adjusting the fitness
function to incorporate penalty terms.

Optimizers
Gradient Descent
Simulated annealing [159] Back Propagation [128]
Reinforcement Learning
Genetic Algorithms [115]
Evolutionary Computation [151]
Genetic Programming [161]
Markov Chain Monte Carlo [108]
Kalman Filter [111]
Linear Programming [265]
Quadratic Programming [36]

Table 5: List of optimizers used in modeling.

Gradient descent can be accomplished via several specific algorithms, but it
generally refers to computing the local gradient of the fitness landscape at a test
point and stepping in the direction with the steepest slope, hopefully toward
the desired minimum. Back propagation is gradient descent in the context of
a neural network where the gradient is computed for each node’s parameters.
Reinforcement learning is the more general concept of adjusting parameters,
usually in a neural network context, based upon new experiences. Kalman
filters are an optimal update procedure for linear, normally distributed models,
which could be thought of as a subset of reinforcement learning.

Genetic algorithms, evolutionary computation, and genetic programming are
all modeled on evolutionary principles. In an optimization setting, mutation
operations with survivor selection are equivalent to stochastic gradient descent.
Including cross-over between candidates works if symmetries exist in the fitness
landscape such that sets of parameters form a useful sub-solution within the
model.

Also not shown are the many estimation methods developed to handle cor-
related input factors such as Lasso [258] and ridge regression [133].
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Of course, many of these concepts can be combined. Stochastic back propa-
gation and stochastic gradient descent [41] are widely used. Simulated anneal-
ing can be thought of as combining the stochastic gradient descent concept with
the multiple candidate solutions approach of evolutionary methods. Bayesian
methods can be combined with many other optimization approaches, such as
Bayesian back propagation [56] or MCMC as described above.

3.4 Heterogenous Ensembles

Ensemble modeling is actually a general technique that can combine forecasts
from different model types. “Triangulation” has been a common technique over
several decades for portfolio managers to create loss forecasts by comparing
the outputs of several different models, each with different confidence intervals
and known strengths and weaknesses. Voting is largely a formalization of what
managers have been doing intuitively, with several interesting variations [263,
166].

Ensemble modeling [73, 66, 213, 79, 222] has been in use well before the burst
of activity in machine learning, but has quickly proven itself to be a valuable
addition to most any machine learning technique, particularly in credit risk
[271]. Most research into ensemble modeling can be split between homogenous
methods, where multiple models of the same type are combined to create better
overall forecasts and heterogenous methods where any types of models can be
combined. We also consider a third category of hybrid ensembles where two
complimentary model types are integrated via mechanisms more specific to the
methods than in the generic heterogenous ensemble approaches.

For an ensemble to be more effective than the individual contributors, Hansen
& Salamon [123] showed that the individual models must be more accurate than
random and the models must not be perfectly correlated. In other words, we
cannot create useful forecasts from a collection of random models, and the best
ensembles have constituents that have complimentary strengths.

Ensemble modeling seems particularly well suited to credit risk, because of
the typically limited data sets available. Although the underlying dynamics
can be quite complex and explainable with a rich variety of observed and un-
observed factors, the actual data available may support models of only limited
complexity. Even though many factors can be important, issues of multicolin-
earity [205] can limit the modeler’s ability to include more than a few factors and
is often a deeper problem than is generally recognized [118, 49]. Dimensionality
reduction methods such as singular value decomposition, principle components
analysis, [150] and projection pursuit [103, 102, 146] are methods to address
multicolinearity, but they do not address the sensitivity to outliers and over-
fitting questions as well as the full nonlinearity treatment available in machine
learning.

The basic principle behind ensemble modeling is that different models can
capture different aspects of the data. This can provide robustness to outliers
and anomalies [281] as well as which factors are included in the modeling. Both
theoretical [123, 163, 141] and empirical studies have shown that this diversity
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when obtained for individually accurate predictors has significant out-of-sample
advantages.

Heterogenous Ensemble Methods
Binary Categorical Continuous
Plurality Voting Plurality Voting Average
Sum rule Majority voting Median
Product rule Sum rule Confidence weighted
Stacking Product rule Stacking

Amendment vote
Runoff vote
Condorcet count
Pandemonium
Borda count
Single transferable vote
Stacking

Table 6: List of methods used to combine forecasts in heterogenous ensemble
modeling.

Table 6 lists some of the methods used for combining forecasts in ensemble
modeling of potentially heterogenous models. Many of these methods were
developed from the perspective of choosing from several possible categories [263].
In a broader credit risk context, we can have situations with binary outcomes,
e.g. default or not; multiple (categorical) outcomes, e.g. transition to different
states; or continuous outcomes, e.g. forecasting a default rate.

Combining forecasts for binary events can be performed with several meth-
ods. Voting methods are the most common, where each constituent model gets
one vote. Plurality voting is the simplest of these, where the outcome with the
most votes is chosen. If the constituent models produce probabilities or some
kind of fractional forecast, then each constituent model can divide its vote pro-
portionally between the two outcomes, which are then summed. Classification
methods can be modified to produce probabilities to facilitate their use more
broadly [221, 164]. In the product rule, these fractional votes are multiplied,
which means extremely confident models can dominate an outcome.

When predicting multiple possible outcomes (categorical outputs), the above
methods can be generalized easily. If addition, majority voting is different from
plurality voting, where one outcome must have a majority of the votes. In no
outcomes have a majority, the least favored outcome is removed and a majority
is sought among the remaining outcomes. A run-off vote is a simple extension
of the majority voting process until a single outcome remains.

Amendment voting starts with a majority vote between the first two candi-
date outcomes. The most favored is tested against the next candidate until one
outcome remains. However, this procedure can be biased depending upon the
sequence of comparisons.

The Condorcet count performs pairwise comparisons of all outcomes. The
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favored outcome from each comparison receives one point and the outcome
with the most points is chosen. Although complex, this has many favorable
properties.

In Selfridges Pandemonium [241] method each model would choose one out-
come, but that vote is stated with a confidence. Those weighted votes are
summed to choose a winner, meaning that model confidence intervals become
important.

If the constituent models cannot assign a probability to all possible outcomes,
as needed for sum rule and product rule, but the models can rank the outcomes,
then ranked voting can be used. The outcome can be chosen by mean rank [40],
median rank, or a trimmed mean or median rank.

Single transferable vote also works from ranks, although not every model
must rank every outcome. If one outcome has a majority of the top ranks, it is
chosen. If not, the least preferred outcome is eliminated and the top ranks are
re-aggregated. The procedure continues until one outcome receives a majority.

Beyond voting, one could imagine creating a model of models. In a linear
regression context, this does not introduce any new information beyond the
initial estimate. However, with stacking [282] the initial models are trained on
a subset of the total data. Then a secondary, often linear regression, model is
trained on the hold-out sample, considering model accuracies and correlations.
Machine learning methods can also be used to create models of models [259].

One advantage of ensembles is the ability to create confidence measures for
classification models, although direct, single-model approaches are also available
[224].

For continuous-valued predictions, averages, medians, trimmed values, and
stacking all apply. Continuous forecasts are often or in best practice should
be accompanied by confidence intervals. Therefore, weighted averages or some
method that incorporates those confidences would be preferable.

3.5 Homogeneous Ensembles

Any method for combining heterogenous model predictions can of course be
applied to homogenous models, where multiple models of the same type are
built to be combined. However, some methods have been specifically designed
to work with homogenous ensembles.

3.5.1 Bagging

Bootstrap aggregation (bagging) [53, 173, 179] is a simple process of subsampling
the available training data with replacement. Considering the typically limited
size of the training samples in credit risk, the subsets can be 75% of the available
data and upward. Bagging can be used with any model type and the resulting
forecasts combined as described for heterogenous models, although the sum rule
is used most often [160].

For random subspace modeling [132], a random sample of the available input
factors is drawn for each model. This could also be done sequentially determin-
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istic fashion, where the strongest explanatory variable from the first model is
excluded from the next model in order to find structure among other variables,
and so forth. The first application was for creating decision trees, leading to the
literature on random forecasts, but the technique is generic to any model type.

Rotation forests [230] follow the random forests idea, but all of the data is
used each time. Instead, a rotation of the axes in the data space for a subset of
input factors is performed prior to building each model. This has the effect of
testing many different projections for predictive ability.

Similar to the bagging concept is to use all of the training data each time, but
different initial conditions for the parameter estimates. For model types such
as neural networks [66] or decision trees [9] that employ some form of learning
or gradient descent, this can also create a robust ensemble.

3.5.2 Boosting

Conceptually, one could say that boosting is a process of building subsequent
models on the residuals of previous models, though for model types that have
no explicit measure of residuals [236, 235]. AdaBoost [99] reweights the training
data with each iteration to emphasize the points that were not predicted as well
in the previous iterations. Gradient boosting [100] computes the gradient of a
fitness function in order to provide weights to each model trained. Stochastic
gradient boosting [101] combines bagging with gradient boosting, building an
ensemble of ensembles where different gradient boosted ensembles are built for
each data sample. These methods can also be applied to any model type.
The popular XGBoost package (eXtreme Gradient Boosting) [63] is a highly
optimized version of gradient boosting.

Many studies have been performed to compare ensemble methods [204, 271],
but the winning approach probably depends upon the specific problem and data
set. For example, gradient boosting has been reported to be more susceptible
to outliers.

3.6 Hybrid Ensembles

A very large area of research involves creating hybrid models, where specific
model types are chosen that are intended to be integrated in non-trivial ways,
usually via an algorithm specifically tailored to the models chosen and to the
application area. This is different from heterogenous ensembles where the fore-
casts are combined via one of the voting schemes in Table 6. Instead, hybrid
ensembles create an architecture that leverages the specific traits of the models.
The criterion for success is not about choosing which models are most orthogo-
nal and accurate [123]. Rather, it involves combining models that may (1) use
different data sources, (2) predict over different forecast horizons, or (3) identify
different problem structures. So the models are inherently complimentary, often
making measures like orthogonality or comparative accuracy undefined.

A classic example in credit risk is the use of roll rate models [89] for portfolio
forecasting for the first six months combined with vintage models [45] for the
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longer horizon forecasts. In this case, the analyst would usually switch from
one model to the other at a certain forecast point or use a weighting between
the models that is a function of forecast horizon. Some version of this approach
has been in use for decades, because roll rates are known to be accurate for the
short term and vintage models for the long term.

The list of hybrid ensembles (or hybrid models) in the literature is far too
great, but these provide a few examples: decision trees and neural networks
[171], support vector machines and neural networks [70, 6], naive Bayes and
support vector machines [201], a classifier ensemble with genetic algorithms
[294], and genetic algorithm and artificial neural networks [214]. Some authors
provide surveys of collections of hybrid ensembles generally [17] or for spe-
cific application areas such as bankruptcy prediction [269]. Hybrids combining
age-period-cohort (APC) models [195, 113, 136, 106] with origination scores,
behavior scores, neural nets, or gradient boosted trees were created specifically
to better solve the short economic cycle data described above [46, 50, 51]

4 Applications in Credit Risk

Machine learning methods received early attention from researchers, but adop-
tion into operational contexts has been understandably cautious for reasons to
be discussed in Section 6. The earliest experiments were primarily in fraud de-
tection, credit scoring [188, 77, 129, 279, 288], corporate bankruptcy and default
forecasting [209]. As machine learning methods have matured along the lines
described above, parallel efforts occurred in the application of those techniques
to areas of credit risk, resulting in a wide range of new applications.

4.1 Credit Scoring

Credit scores were created to predict the relative risk of default among borrowers
[68, 176]. Their success as compared to human judgment was so great that they
became part of the standard credit bureau offering and an essential part of
the lending ecosystem. These bureau scores have been developed and refined
over decades and are essentially the result of an optimization process where the
disparate and complex consumer performance history has been linearized into
factors what fit well into a logistic-regression model. This would seem to be
the same kind of work done automatically by machine learning, but historically
done through human intuition and experimentation.

Anecdotally, developers of modern bureau scores are said to use machine
learning methods to search for additional interaction terms and nonlinearities.
Those lessons are taken back to the original logistic regression-based model to
create small improvements, but the advances available from machine learning
appear to be small compared to the decades of human optimization already per-
formed. However, Hand & Henley [129] showed that even small enhancements
to credit score performance can have significant returns.
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In principle any institution can purchase data from the bureaus similar to
what goes into creating the bureau scores and do a head-to-head test of in-
house machine learning model to bureau score. In any such test, the in-house
model has a great advantage in that the target is known. When developing a
bureau score, the model is attempting to predict default without knowing what
product the consumer will be offered, or if default will come in the absence of
new loans and based purely on existing loans. An in-house model is typically
built to predict the outcome of offering a new loan of a specific type and perhaps
even incorporating the terms of that loan. Fair comparisons are difficult, but
perhaps unimportant. A developer creating an in-house model can jump straight
to sophisticated modern methods, either taking the bureau score as an input or
starting fresh, in each case bypassing the decades of labor put into the original
bureau scores.

Machine learning in credit scoring is not new. Comparative surveys can be
found as far back as 1994 [228]. New comparative analyses continue to appear as
new methods are developed and more data becomes available. One of the most
complete surveys was conducted by Lessmann, et. al. (2015) [175] in which
they noted the irony that most published work on machine learning in credit
scoring leveraged only very small data sets for comparing “big data” machine
learning methods. Lessmann, et. al. sought to resolve that shortcoming by
testing multiple methods on multiple, larger data sets. These surveys are useful
both in bringing the readers up to date on the latest methods and in suggesting
which methods could be best, but no single method wins in all studies [21].
The obvious conclusion is that not all data sets have similar structures, and
the analyst can still expect to test several approaches to find which is most
effective on a specific data set. Similarly, researchers need to be careful to avoid
publishing conclusions that one method is better than another based only upon
one data set over one time period.

4.1.1 Neural Networks

Neural networks are one of the most extensively tested methods for credit scoring
and one of the first machine learning methods employed [149, 77, 268, 279, 190].
They can function like a nonlinear version of dimension reduction algorithms
such as principal components analysis or as factor discovery methods in deep
learning contexts. They offer additive and comparative interaction terms be-
tween variables. On the most basic level, neural networks provide a nonlinear
response function between input and output. With enough training data, these
attributes can be a powerful combination.

The first challenge with applying neural networks is in choosing an archi-
tecture. In theory, with enough data, a fully connected, feed-forward neural
network should be able to learn its own architecture, but reality is more chal-
lenging. Some of the biggest success stories in using deep learning neural net-
works required vast amounts of training to determine the meta-parameters for
the networks: number of inputs, number of hidden layers, number of nodes in
each layers, activation functions for the nodes, etc.
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Therefore, much of the work around neural networks is in how to choose or
learn an optimal architecture. Genetic algorithms have been used to select the
optimal set of inputs [288, 23]. Classic genetic algorithms performed cross-over
and mutation on a binary encoding of the parameter space [116]. That binary
encoding is rarely optimal for applications in credit risk [43]. A more general
evolutionary approach [151] could operate on the full architecture of the neural
network in order to share optimal subnets across candidate networks within a
population.

Feed-forward networks are the most commonly used, largely because they
are the easiest to train and comprehend. However, recurrent neural networks
have been used to create memory within the network rather than have the
analyst provide lagged inputs of dynamic variables in behavior scoring contexts
[142]. When applied to massive amounts of input data, such as transactional
information, convolutional neural networks have been applied [167].

Even with an optimal architecture, limiting overfitting [255, 172, 249] is a
significant problem. Much work has been done in this area with some surprising
findings that the number of parameters in deep learning networks may not be
as much of a problem as we think [30]. One explanation may be that the initial
random assignment of many small parameters might actually create robustness
to input noise rather than the multicolinearity nightmare we would otherwise
expect.

Even worse can be transient structures that are actually present in the data,
but only for a short period of time. When we know that a certain structure
will not persist in the future, such as an old account management policy of an
expiring government program, how does one get the neural network to forget?
One answer could be the ‘given knowledge’ approach suggested by Breeden
and Leonova (2019) [51] where we could train a subnet on just the transient
structure, embed this as a fixed component of a network trained to solve the
larger problem on the full data set, and then remove the subnet when creating
forecasts out of sample.

Neural networks are data hungry and time intensive to train, but can be
successfully used. Many authors have studied these effects, comparing different
neural network designs and comparing them to other methods [21, 190, 233,
170, 284, 3, 93]. When the available data is wide in the number of inputs but
short in the number of observations, ensembles of small networks can also be
effective [280].

4.1.2 Support Vector Machines

Support vector machines (SVMs) excel at creating segmentations of the input
vector space for classification. The ability to segment the observation space
with arbitrary hyperplanes provides an effective classification technique for an
arbitrary number of end states and without assumptions about the distribu-
tions of the input factors or target categories. They are less well suited to
continuous prediction problems, although techniques mentioned earlier can be
applied to product continuous outputs. SVMs have been applied to credit scor-
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ing by multiple authors and found to be an effective approach in many cases
[264, 285, 21, 237].

One of the biggest advantages in SVMs is the ability to use kernels to cre-
ate optimally separating hyperplanes (OSHs). The ”kernel trick” refers to the
chosen maps the data to a higher-dimensional space, which can in some cases
dramatically simplify the process of finding OSHs. The placement of the hyper-
planes is a nonlinear problem requiring an optimizer.

As with neural networks, the challenge is optimizing the architecture. With
SVMs, the input features and the kernel parameters must be optimized. The
choice of whether to use a linear, polynomial, radial basis function, or other
kernel is a matter of experimentation given a specific data set. No universal
best answer exists, but the best advice is to start simple (linear) and move
toward complex as required.

These choices across meta-parameters are interdependent. To optimize these
meta-parameters, GAs have again been applied [104] and other hybrid ap-
proaches [143]. The lesson from studies into neural networks and SVMs is that
optimizing the meta-parameters is essential to success.

4.1.3 Decision Trees

Decision trees are a simple concept that can be used to create sophisticated
models. The concept is a recursive partitioning of the input space until enough
confidence is achieved to make a prediction. They have been used for decades
in credit risk [188, 75, 105] where the earliest decision trees were heuristically
created. Modern algorithms can use a variety of partitioning criteria: misclas-
sification error, Gini index, information gain, gain ratio, ANOVA, and others.
The final forecast can be the state with the greatest representation in the final
leaf, a probability based upon representation, or a small model as in regres-
sion trees [54, 91]. The meta-parameters are how to optimize the partitioning,
the input factors, and when to stop partitioning. As usual, these need to be
optimized.

A single tree can have the same overfitting concerns as previous methods, but
the explosion in the use of decision trees has come with the introduction of en-
sembles. Bagged decision trees [293], boosted decision trees [27], random forests
[164, 189, 109], rotation forests [204, 193], and stochastic gradient boosted trees
[261, 60] are some of the most popular. Most authors agree that this list repre-
sents a steady improvement in methodology, currently with stochastic gradient
boosted trees as the usual winner. Although ensemble methods are most popu-
lar in scoring when applied to decision trees, these methods are found combined
with all credit scoring techniques [7].

One advantage of decision trees is the mapping between trees and rules.
Trees can be compared to known rules and rules can be learned from trees [64].

In general, trees have an advantage in handling sparse data or data with
outliers. Binning is a simple method to limit outlier sensitivity that is lacking
in continuous methods like neural networks. In situations where the data is
abundant, of good quality, and with clear nonlinearities, neural networks are
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often the reported winners.

4.1.4 Nearest-neighbors and Case-based Reasoning

One category of models could be defined as those that learn from past examples.
Case-Based Reasoning (CBR) [57] searches through past lending experiences to
find a comparable loan. In commercial lending where examples are few and
nearly unique, this can be an effective approach. Where most data is available,
as with consumer lending, a kNN (k-nearest neighbors) [129, 191] approach is
conceptually equivalent.

The challenge with both CBR and kNN lies with identifying comparables.
This is not unlike the challenge for home appraisals. If the closest comparable
home is at a distance, in a different kind of neighborhood, is it really com-
parable? This concept applies to both methods here. Any data set will be
non-uniformly distributed along the explanatory factors. When optimizing the
metric for identifying comparable loans or choosing ”k” in kNN, the definition
of a near neighbor that works well in one region of the space may be a poor
choice in another.

Using geography as an example, finding 20 neighbors in an urban setting
might provide a roughly homogenous set, whereas finding the same 20 neighbors
in a sparse geography could span counties or even states. Of course, using
CBR or kNN geographically could create a redlining risk, but the same concept
applies, if more abstractly, to any set of explanatory factors. Therefore, the
success of these methods appears to be tied to the uniformity of the distribution
of the data set.

Where CBR and kNN may excel are in extremely sparse data situations.
When tens of events or less are available, especially when the events are very
heterogeneous in their properties, matching to prior experience without attempt-
ing to interpolate or extrapolate as in estimation-based approaches may be more
effective.

4.1.5 Kernel Methods, Fuzzy Methods, and Rough Sets

Kernel methods, fuzzy methods, and rough sets are best viewed as a method to
augment other modeling approaches. Decision trees, support vector machines,
or any method that performs classification by drawing hard boundaries among
the input factors will inevitably have uncertainty in the location of those bound-
aries. In general, one would assume that the greatest forecast errors should
occur near the boundaries. Incorporating estimation kernels [287, 59] into these
methods or treating the boundaries as fuzzy [134] can capture this uncertainty
and potentially improve accuracy by reporting appropriate probabilities. Esti-
mation kernels or fuzzy logic have been incorporated into many credit scoring
methods [275, 289, 295, 119]. This may be particularly valuable in sparse data
settings where the boundaries can only be approximations.

Rough sets have also seen application to credit scoring [198]. With an objec-
tive similar to kernel and fuzzy methods, rough sets have been combined with
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other base modeling techniques to incorporate the imprecision of the available
information. Along these lines, rough sets have been combined with decision
trees [296] and with SVMs [62].

4.1.6 Genetic Programming

Genetic programming (GP) employs trees to perform computation. The leaves
are input values or numerical constants. The branching nodes contain numer-
ical operators or functions. In this way, nested algebraic operations can be
performed to create predictions for credit scoring [212, 144, 4].

The genetic aspect refers to how the tree structure, constants, and input fac-
tors are chosen. As with genetic algorithms, concepts of mutation and crossover
are employed. Mutation is a simple change in a constant, swapping an input
factor, or swapping an operator or function. Crossover is the more interesting
process of swapping subtrees between two trees. In genetic algorithms applied
to binary representations, crossover rarely produces viable offspring because the
fitness landscape lacks useful symmetries. In GP applications to credit scoring,
such symmetries exist if subtrees can capture conceptual subsets of the prob-
lem, such as swapping the proper transformation of an input factor between
candidate trees..

For credit scoring, the fitness function will be one or several measures of
forecast accuracy in predicting the target variable. The optimization naturally
occurs on an ensemble of candidate trees. The best tree at the end of the
optimization process can be used as the model, but following the ensemble
concept, one could also apply a voting algorithm across all qualifying trees.
However, one challenge with genetically learned ensembles is that they tend
to cluster around a single peak in the fitness landscape. A similarity penalty
could be added to the fitness function to encourage diversity in the population,
both to reduce the risk of being stuck in a local optimum and to increase the
usefulness of the ensemble.

GP appears to be useful as a highly nonlinear method. To justify the slow
search speed of genetic methods, one needs a problem that is equally complex.
Simple credit scoring problems may not qualify, but the use of alternate data
sources might make GP more interesting.

4.1.7 Alternate data sources

Some machine learning methods for credit scoring are specifically focused on
how to incorporate new data sources into the scores. Cash flow analysis using
data scraped from demand deposit accounts is a successful area of business
application, particularly during the COVID-19 pandemic during which so much
traditional scoring data is in doubt. Although the data source is new to scoring,
the methods for analysis are more traditional. One seeks to determine the
frequency and reliability of income by different sources. During the COVID-19
pandemic, someone with periodic, steady income could be a good credit risk
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regardless of credit score, industry of employment, or many other underwriting
criteria.

Mobile phone data is potentially an important data source in emerging mar-
kets and specifically for underbanked consumers. Research on credit risk for
Chinese consumers using mobile phone calling records and billing information
has been found to be effective for credit risk assessment [274]. Research in under-
developed markets using smartphone metadata such as types of apps installed,
text message history, etc. [274]. Both studies used well known credit scoring
and machine learning methods, just with emphasis on sourcing and regularizing
new data types.

Some novel data sources can require corresponding innovations in analysis.
Social network data has proven to be quite interesting [278, 97], but incorporat-
ing data from networks into a credit score can be a challenge. Low-dimensional
embeddings of network graphs [122] are the standard approach to creating a
usable input factor for modeling. However, recent research [242] suggests that
low dimensional embeddings lose much of the information in the network. The
best approach for incorporating social network data will continue to be a topic
of research for some time, as will the ethics and legality of incorporating such
data within the underwriting process.

4.2 Corporate Defaults

Discussions of credit scoring usually carry an implication of consumer loans and
large volumes of training data. Modeling corporate defaults and bankruptcies is
a similar problem, but with fewer events in the training data and less standard-
ized inputs. A panelist at a conference on machine learning in finance explained
humbly that they used machine learning just to read the corporate financial
statements. The scoring models were trivial. In fact, standardizing diverse and
heterogenous inputs may be one of the best uses of machine learning in lending
applications.

Even so, some large data sets on corporate defaults do exist, and a variety
of papers have been published to apply ML to the problem [262, 247, 13] .
Bankruptcy and default are not exactly the same thing, but bankruptcy filings
are public so many works have focused there [200, 248, 198, 209, 67, 19, 267].
Across both applications, the methods tested cover the full range of machine
learning techniques.

4.3 Other Scoring Applications

Published work often lags what is being done in-house at lenders around the
world. For example, the author knows that prepayment and attrition models
have been created using machine learning, with the short study in Section 5 as
one such previously unpublished example. At this point, one can assume that
machine learning is being tested everywhere models can be employed in lending.
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4.3.1 Loss Given Default

The natural companion to credit risk forecasting is modeling loss severity, loss
given default (LGD). LGD, or conversely, recovery modeling, has always been
a challenging problem because of the inherent tri-modal distribution [239, 28].
Some percentage of borrowers will show no net loss in event of default because
of the collateral value. Another significant percentage can be expected to have
100% LGD because of failure to recover the collateral (such as a totaled vehicle),
and a distribution can exist between the two extremes. LGD has been modeled
as a multi-stage problem where the first step is to predict 0, 1, or Intermediate
and the second stage attempts to predict the specific value for the intermediates.

In addition to economic sensitivity [33], LGD can also depend on the age
of the loan and the time since default. One approach is to use survival or age-
period-cohort methods to predict monthly recoveries from the date of default
with vintage defined by month of default.

Naturally, given the importance of LGD (the 2009 US mortgage crisis was as
much an LGD crisis as a PD crisis because of the collapse in property values),
work has also been done to apply machine learning to LGD [252, 246] or recovery
rates [32]. Given the complexity of the problem, research into which approach
is best for different asset classes could continue for some time.

4.3.2 Automated Valuation Models

The valuation of property in collateralized loans is part of the underwriting
process providing a preview of what LGD could be in the event of default,
much the way en primeur wine ratings are an early estimate of what the quality
of a finished wine will be [8]. Automated valuation models (AVMs) replace
the human property appraiser with a data driven model to speed the approval
process and lower the origination costs. Machine learning methods are also
being applied to AVMs [260, 31] where regression-based approaches have been
previously deployed [86, 107].

4.4 Portfolio Forecasting and Stress testing

Time series applications of machine learning provide an interesting contrast
to machine learning applications in credit scoring. The challenges and best
methods are almost completely opposite. In credit scoring, large data sets are
obtained by observing many accounts, transactions, or behaviors over a short
period of time. Success comes largely through identifying nonlinearities and
interactions. For time series modeling, the available data sets are very short
relative to macroeconomic cycles [51] and credit cycles [48]. Some studies have
reached questionable conclusions, because what looks like a linear response over
a short time period may in fact be a cyclical response to a completely different
factor when observed over a longer period.

The longest data sets in lending usually extend only as far back as the mid-
1990s. For the US, that translates to only two clear recessions (2001 and 2009),
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although some subcycles can also be observed [47]. At the time of this writing,
the COVID-19 Global Recession is just beginning. This event may add more
clarity about tail risk in our models and the kind of government responses we
can expect in the event of extreme events.

When faced with short (in time) and wide (in variables) data sets, different
approaches will be preferable to what was seen in credit scoring. In fact, most
lenders struggle to obtain data back to 2006, which would qualify as one full
economic cycle in the US. Modeling portfolio responses through a single eco-
nomic cycle is akin to having four data points in a credit score: one good, one
bad, one mediocre trending worse, and one mediocre trending better. The usual
validation of testing on the last 12 months of data is no more than a continuity
test, not a true out of sample test.

Regardless of the technique employed, creating time series forecasts and
stress test models is about creating robustness much more than worrying about
subtle interaction effects or subtle nonlinearities. As such, an ensemble of small
regression models is more likely to succeed in the next recession than a deep
learning neural network. Although decision trees are very successful in scoring,
any binned method is less suitable to forecasting rates if it truncates the tail
of the distribution. Continuous models only extrapolate to the tails of the
distribution by making assumptions, but those can be explicitly expressed.

Therefore, forecasting and stress testing are applications where machine
learning must be combined with intuition. Business and analyst experience
serve as a human-powered smoothing and regularization technique for models
that do not truly have enough examples to train upon. Some commentators
have suggested that state-level or MSA-level modeling can solve the problem
of not having enough economic cycles for training, but US states are highly
correlated. Some lead-lag effects are present, but no state missed the 2009 re-
cession. Oil shocks can create recessions in energy states like Alaska, North
Dakota, West Virginia, and West Texas, but we are far from having 50 separate
macroeconomic responses to model with 50 states.

This discussion should not be taken to imply that nonlinearities are unim-
portant. In fact, transformations of macroeconomic inputs must be carefully
chosen. Percentage change in gross domestic product (GDP) is not a good fit
to a linear regression model, because increases and decreases are not symmet-
ric. Taking the logarithm of the ratio of the values would produce a roughly
normally distributed distribution that is symmetric in changes, and thus better
suited to use in a linear regression model. In short, either variables need to be
transformed to scale linearly with the target, or the model needs to be flexible
enough to learn the nonlinearities. However, in a limited data environment,
there may not be enough information to learn the nonlinearities from the data,
so human assistance through choosing the transforms is one path to success.

Using interest rates in loan default models provides an effective example.
Over the last decade, analysts have commonly taken the natural log of interest
rates or the log of the ratio of interest rates in order to control for the fact
that a change from 4% to 3% is much more important than a change from 15%
to 14%. Unfortunately, we have entered a realm where interest rates can go
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negative and logarithm-based transformations are not suitable. Therefore, we
need to find transformations that are more linear through zero but less sensitive
for large values. Transformations such as y = tanh(x) and sigmoid functions in
general, as well as y = sign(x)

√
|x| are reasonable candidates.

Conveniently, this observation about suitable transformations fits well with
neural networks, leading to the thought that ensembles of short, wide neural net-
works could be an effective approach for portfolio forecasting and stress testing.
Short because sufficient data is only available to support one to a few hidden
layers. Wide because many macroeconomic factors can be taken as inputs and
the neural network provides a nonlinear equivalent to dimensionality reduction
like PCA. Ensemble because many such models trained on randomly selected
data subsets when combined provide robustness relative to the limited economic
cycles available.

Genetic methods like GP can and probably have been used to swap trans-
formed macroeconomic factors between models, much as has been demonstrated
in credit scoring [288]. However, the data sets in time series models are small
enough that exhaustive search among input factors is often possible. For-
ward stepwise regression and backward stepwise regression are also common
approaches.

Although the author has observed that ensembles of small time series mod-
els can be quite effective, they pose model risk management challenges under
current practices, which is discussed in Section 6.

The target variables for time series modeling can be delinquency rates, de-
fault rates, charge-off rates, prepayment rates, and recovery rates. All of this
can be combined to create time series forecasts of expected losses, payments,
and revenue ultimately leading to cash flow modeling needed for estimating yield
or loss reserves under CCAR, CECL or IFRS 9. No technical obstacle exists to
creating the outputs with machine learning enhancements such as ensembles of
nonlinear models, but in the author’s experience, auditors are not yet ready to
use them to produce numbers in financial statements.

4.4.1 Recurrent Neural Networks

Recurrent neural networks and LSTM were designed specifically to learn lag
structures from data in time series problems, so one would expect that they be
tested for loan loss stress testing. Although quite successful in speech recogni-
tion, challenges exist in application to credit risk time series modeling.

As mentioned in the previous section, the primary issue is with the number
of events in the data. In a training data set for speech recognition, every vowel
is another cycle in the data, unlike the extreme data sparsity in stress testing.
However, they may yet find a niche.

We already know that each recession has unique aspects. Models of loan
defaults need to focus on the direct drivers of borrower cash flows. However,
when we build models across multiple recessions, in cases where we have data
on multiple recessions, the lags and cross-correlations between economic factors
change. In 2008, a collapse in house prices preceded a decline in GDP and a
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subsequent drop in unemployment. In the 2020 COVID-19 recession, declines
in GDP and unemployment rate are the leading effects and house price and
commercial real estate declines follow. A simpler model will simply average
across these structures, producing an unfocused model structure.

One alternative could be to use some form of regime switching [225] that de-
tects the nature of the recession and switches between models corresponding to
different types of crisis [26, 186]. Although plausible, the data is limited. The
question not yet answered is whether some form of recurrent neural network
could perform the equivalent of regime switching in a smoother, more continu-
ous way and thereby adapt better to differing macroeconomic structures. This
would only be conceivable with the longest data sets, possibly between 1995 and
2021, for example, to capture three or four recessions with at least three clearly
different types of economic crises. That time is not so far in the future and it
will be interesting to see what can be done to improve the state of the art in
stress testing.

4.4.2 Survival and Vintage Models

Survival and vintage models occupy a middle ground between scoring methods
and top-down time series models. Vintage models, such as Age-Period-Cohort
(APC) models, operate simultaneously on multiple time series segmented by vin-
tage (origination date) cohort so that dynamics versus age of the loan, credit risk
by vintage, and environmental impacts may be quantified and used in forecast-
ing [113, 286, 106]. Survival models operate on individual account performance
data, but with the important addition of when an event occurred, rather than
simply if something occurred, as with traditional credit scores [95]. Both meth-
ods can produce the periodic forecasts required for forecasting, stress testing,
cash flow modeling, and pricing.

Both survival and vintage models include a function of risk by age of the
account known as the hazard function or lifecycle function, respectively. The
estimation of this function is inherently nonlinear, so the now-standard methods
developed decades ago should fairly be considered machine learning methods.
Nonparameteric estimation [82, 157], parametric and spline estimation [231]
as in APC, and Bayesian methods [238] are all standard approaches. Neural
networks or even decisions trees will probably be tested for estimating haz-
ard functions, although the necessity is not clear given available nonparametric
methods.

Account-level Cox proportional hazards models [256, 250, 80] and other sur-
vival scoring techniques [50] importantly include a scoring aspect that can be
performed with a version of regression or more generally with machine learn-
ing techniques as well [87, 37]. Wang, Li, and Reddy (2019) [272] provide a
thorough survey of machine learning survival methods to date.

The environmental or econometric modeling aspect of survival and vintage
models can be addressed via the time series methods discussed in the previous
section. Therefore, although survival and vintage models were machine learning
methods from the start, they are being aggressively hybridized with the latest
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techniques [51]. One of the great advantages of these methods is the proven
separability of nonlinear effects in age of the account, vintage, and environment
by calendar date [135]. That separability creates a semi-structured approach
where each of those pieces can be estimated by the methods and data set most
suitable to the problem while the underlying mathematical structure guarantees
a consistent framework for combining the pieces.

Naturally, ensemble methods for survival and vintage models have also ap-
peared. Random survival forecasts and other ensembles [147, 139, 138] have
been reported to be quite successful for credit risk modeling.

4.5 Portfolio Optimization

Modern portfolio theory [192, 84] is based upon stable linear expected returns
and covariances for a set of possible instruments. Experience has shown that
expected returns and covariances are rarely stable or linear, so this area is also
being explored for enhancement with machine learning. In a lending context,
optimization is constrained to the limits of how much certain asset types can
be grown and whether or how much holdings can be reduced.

Optimization under modern portfolio theory can be viewed as optimizing the
Sharpe ratio [245], defined as the ratio of expected return to expected volatility.
Even without machine learning, many enhancements have been offered to this
view, such as the Sortino ratio [88] which looks only at the volatility arising
from negative returns.

In the context of optimizing a lending portfolio or any investment portfolio
that includes loans, one needs to consider unique aspects of loan losses. As
seen more dramatically for retail portfolio, increases in losses can occur because
of lifecycle (loss timing) effects or intended changes in credit quality. Similar
to the way the Sortino ratio computes volatlity without penalizing for positive
increases, loan loss volatility and correlations should not include structure that
is a feature of the product or intended management. Simulation-based methods
exist for recreating historic loss time series to remove such expected variances
[44].

Once we understand the true covariance structure with loan products, port-
folio optimization methods based upon machine learning should apply equally
well here as with general investment portfolios where they were originally devel-
oped. Early work focused on capturing nonlinearities in the covariance struc-
ture, tail risk, and boundaries. Copulas have seen significant application in
this area [42, 154], but neural networks [58], genetic methods [243, 169], fuzzy
optimization [184] and others have also been used. Ban (2018) [25] provides a
review of available methods.

5 What Makes ML Work

In a 2018, Casey Foltz at Oregon Community Credit Union (OCCU) used 23
different machine learning algorithms readily available in R to compare checking
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account attrition models. More than just a comparison of AUC values, the
project’s goal was also to understand the reasons for the winners and losers.
Experiments were conducted on how to modify the inputs and model meta-
parameters in order to explore what made one method work better than another
and how to improve the weaker performers.

The explanatory factors included a number of measures of fees incurred,
transaction errors by the financial institution, complaints and denied credit
applications. As would become important later, most of these variables were
not normally or even lognormally distributed. The outcome variable was binary,
attrite or not attrite during the two year observation period.

0.60 0.65 0.70 0.75 0.80 0.85

Stochastic Gradient Boosting
Boosted C5.0

Neural  Network

Decision Tree

Naive Bayes
Flexible Discriminant Analysis

Radial Kernel Support Vector  Machine

Random Forest
Partial  Least Squares Discriminant Analysis

Mixture Discriminant Analysis

Bagged Trees

C5.0
Nearest Shrunken Centroids

Refined Logistic Regression

Logistic Regression
Penalized Logistic Regression

C5.0 Rules

Linear  Discr iminant Analysis
Penalized Linear  Discriminant Analysis

Classification Tree

Linear Kernel Support Vector Machine

Polynomial Kernel Support  Vector Machine
K Nearest Neighbors

AUC

Figure 1: A comparison of AUC values for models of checking account attrition
probability.

The explanatory factors and target variable were fed unmodified into each
of the available algorithms with default parameters. Figure 1 shows the initial
comparison between the methods. In reviewing these results, the first step was
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to review the meta-parameters of each method. For example, the neural network
was implemented with nnet in R, which only allows for a single hidden layer.
Packages like tensorflow allow for significantly more flexibility, but that would
involve quite a bit more exploration. However, even unoptimized, the neural
net was the third best approach.

Other methods could also benefit from optimization. For example, the lin-
ear discriminant analysis performs best with normally distributed variables.
Applying logarithmic transformations to the variables with roughly lognormal
distributions added 5% to the AUC value.

Stochastic gradient boosted trees was the winning method in this study
of checking account attrition. However, the deeper question was why. How
far could we push the logistic regression model toward the stochastic gradient
boosted tree’s performance?

To investigate this question, three simple things were done. Lognormally
distributed variables were transformed with a logarithmic function. All other
variables were binned so that graphs of test factor versus probability of attrition
were created. For a large number of variables, those graphs showed the data
to exhibit two regimes with linear relationships to attrition on either side of
a break point. Therefore, those variables were split with an interaction term
allowing for two different linear responses. Finally, the odd variables were just
manually binned. With the couple dozen available input variables, this exercise
took about an hour of manual work. The result is also shown in Figure 1.
Confidence intervals for the AUC values were computed according to DeLong,
et. al. [76].

The logistic regression model moved from the bottom third of the methods to
the upper third. Decision trees and neural networks still performed better than
the refined logistic regression, implying that more could be done to linearize the
input factors and identify needed interaction terms. Capturing nonlinearities
has previously been shown to be important for credit risk modeling [185], so
this result is not surprising.

The improvements come from the boosted methods, employing multiple
models rather than a single model. Figure 2 shows the ROC curves for the
original logistic regression model, the refined logistic regression model, and the
stochastic gradient boosted trees.

This is just one of numerous examples in the literature, but it illustrates the
progression of predictability gained through adapting to nonlinear responses,
interaction terms, and ensemble models.

6 Challenges of Employing Machine Learning

For all its promise, machine learning presents some unique challenges to applica-
tion in credit risk. Unlike applications in speech recognition or image processing,
accuracy alone is not sufficient in lending. FCRA guidelines require that lenders
not discriminate against protected classes and that consumers are offered ex-
planations for denial of credit. Such concerns have dramatically slowed the
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adoption of machine learning, and with good reason. These and other valid
concerns in model risk management must be addressed before the models can
be widely adopted.

Note that Sections 6.4 Unintended Bias, 6.5 Adverse Action Notices, 6.6 Pre-
dicting without Understanding, and 6.7 Adapting to Sudden Behavioral Shifts
are all facets of explainability. Collectively, model explainability is the most
critical challenge to widespread adoption of machine learning in credit risk. Fi-
nancial institutions and regulatory bodies [39] cannot rely on models that they
do not understand, for all of the reasons listed in these sections.

6.1 Large data needs

The promise of machine learning comes largely from the ability to incorporate
nonlinearities in the input variables and interdependence between variables.
That promise is fulfilled only in the presence of very large data sets both for
identifying the structure and for testing to make sure the structure is not spu-
rious. While those data sets are appearing in some contexts, some machine
learning models are being built without the requisite data.

Conversely, the many studies that compare machine learning methods in
hopes of identifying which is best often fail to note that the answer is strongly
tied to how much data is available. In sparse data environments, k-nearest
neighbor models may beat neural networks. With large, complex data sets,
deep learning neural networks are likely to win. With intermediate data sets
that produce many spurious to transient correlations, boosted trees might come
out ahead. The simple answer is that we are unlikely ever to crown a single
winning method, because the data sets and output requirements vary so widely,
even in specific contexts like credit risk modeling.

Interestingly, ensembles of models can be used to identify where more data
is needed [163]. This has been raised as an aid in the reject inference prob-
lem. Testing the model in regions where unlabeled data (rejection applications)
predominates can highlight where the model is most in need of additional data.

6.2 Imbalanced data sets

Another problem that is more prevalent in credit risk than generic machine
learning applications is the extreme imbalance between outcomes [148, 29]. For
example, in a commercial loan portfolio, defaults might occur for only 0.1% of
accounts. This imbalance means that many machine learning algorithms will be
happy to classify the non-defaults while largely ignoring the defaults, resulting
in ever poorer performance where it is needed most [270, 158].

Two main approaches have been explored to address the data imbalance
problem. Brown and Mues (2012) [55] tested a range of machine learning meth-
ods across data sets with varying levels of imbalance in defaults to identify
those methods best suited to modeling data sets with different default rates.
One notable result was that traditional methods like logistic regression and lin-
ear discriminant analysis are robust to the degree of imbalance in the data, so
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this is largely a machine learning question.
Others have pursued various strategies of modifying the training data to

create more balance [145, 194]: over-sample the smaller class, under-sample the
larger class, apply weights to the training data, or generate synthetic data to
augment the lesser class, as with SMOTE [61].

Overall, the results appear to show that adding to the under-represented
class is most effective, with SMOTE being a commonly used approach. SMOTE
is basically a random sampling along hyperplanes connecting pairs of points in
the smaller class, a linear interpolation. Since this is using a simple model to
generate data to feed into a more sophisticated model, it is no surprise that
other methods have been proposed.

With any data manipulation approach, the analyst must remember that
the underlying probabilities are being modified. The resulting model may be
used for scoring, but will require work in order to reintroduce predictions of
probabilities. The simplistic approach of introducing a scalar to adjust for the
over-sampling is risky, as the sampling will not be perfectly uniform across the
feature space, so the probabilities likely will not be accurately recreated locally.

6.3 Overfitting the overfitting tests

Many machine learning methods use performance on an out-of-sample data set
to determine when to stop training the model. This approach to preventing
overfitting is generally effective, but it carries a caveat. As a rule, the more
often a data point is tested the less it can be considered out-of-sample. This was
recognized several decades ago. In the case of hypothesis testing, the significance
of the result should be adjusted based upon the number of tests conducted, as
in the HolmBonferroni method [137].

When repeatedly testing scoring metrics or goodness-of-fit measures on an
out-of-sample data set rather than hypothesis testing as above, the author is
not aware of an equivalent adjustment, but the same principles apply. Simply
stated, a good result with fewer out-of-sample tests is better than a slightly
better result after many more tests. This needs to be considered when creating
machine learning models and when reviewing work done.

These principles apply to both scoring models tested across hold out samples
and time series models tested on an out-of-time sample. Rerunning an out-of-
time test repeatedly can result in ”look-ahead bias” where the meta-parameter
decisions are based upon the analyst’s judgement of accuracy on data that was
supposed to be out-of-sample. This problem is particularly acute when modeling
a short time series relative to the cycle being studied.

6.4 Unintended bias

Machine learning has been in production for fraud detection longer than any
other application in lending. Conversations with those involved at the begin-
ning suggest that the earliest efforts did not have zip code as an input, but were



31

essentially zip code detection tools. Using or inferring zip codes in loan under-
writing or pricing is called redlining and is prohibited [1]. In fraud detection, no
such prohibition exists, and one wonders why they didn’t just give it zip code
to start with.

This story is useful only in the notion that given many other inputs, a
sophisticated machine learning algorithm recreated the data that it needed most.
That is the greatest danger for using machine learning in credit risk. With linear
methods, we generally feel safe in saying that no information on protected class
status was given to the model, so the results are unbiased. The same cannot be
said of machine learning [90, 223], especially when given alternate inputs. Big
Data and sophisticated modeling approaches create significant unobserved risks
of inequality and unfair treatment [211].

Consider the case of Amazon’s AI-based attempt to find the best job ap-
plicants [74]. It was apparently shut down because it was identifying female
applicants based upon association with women’s groups, and Amazon didn’t
hire many female engineers, so following the pattern meant that women were
rejected. That tale could easily be replayed in credit risk, where a machine
learning algorithm infers protected class status using social media data, credit
card transactions, branch transactions, etc. One such example showed that the
digital footprint of an online borrower was as predictive as FICO score, yet all of
those digital footprint data elements probably correlate to protected class sta-
tus [34]. Excluding protected data is insufficient to assert that the final model’s
forecasts do not correlate to protected status. Simple linear correlation is the
standard for discrimination.

A significant amount of research is being conducted on how to identify and
mitigate disparate impacts from machine learning. Current methods can largely
be grouped into two approaches. One group is modifying the input data to
prevent models from finding biases [155, 298, 292, 90, 124]. The second group
modifies the learning algorithm to add constraints that would enforce fairness
conditions. [229, 94, 114, 156, 290].

The challenge with both approaches is the need to tag the data with infor-
mation about protected class status. If we knew the demographic data for each
account in the training data, one could trivially run correlations to prove that
no bias exists after applying one of the above methods or others. Unfortunately,
a linear mindset underlies the regulations. US lenders are not allowed to save
data about race, gender, and such for anything except mortgages, so they lack
the data necessary to prove that the models are performing fairly. Something
will need to change here.

The risk of unintended bias is one of the greatest obstacles to widespread
adoption of machine learning models. The solutions will be legal as much as
statistical [174].

6.5 Adverse Action Notices

The Equal Credit Opportunity Act (ECOA) [12], as implemented by Regula-
tion B, and the Fair Credit Reporting Act (FCRA), require lenders to provide
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Adverse Action Notices when a consumer is denied credit. These notices are
specifically intended to be both understandable by the consumer and actionable
in the sense that the consumer can make improvements in their financial posi-
tion in order to qualify in the future. Machine learning has many applications
in credit risk, but when it is the primary underwriting tool, it must have good
answers for consumers.

Unlike the previous discussion about global interpretability, providing rea-
sons for specific decisions is an inherently local problem. Several methods exist
for this, but it remains an important area of research, referred to as the quest
for explainable AI (XAI) [81, 203, 181, 112].

The first widely adopted method was Local Interpretable Model-agnostic
Explanations (LIME) [227]. LIME samples the space around the decision point
to generate a small data set. These points are weighted by distance from the
original point, and a small local linear model is built. In fact, the original idea
was that any model could work, but the standard implementation is linear. So,
it’s making a local linear model of a potentially highly nonlinear model overall
and using the smaller model to explain the decision just as one would with a
linear model.

Shapley values [244] use game theory to allocate significance across input
factors. The focus here is local rate of change of the forecast relative to a specific
input The approach leverages the original model rather than a locally created
simplified model as in LIME. This concept has been enhanced for application to
XAI by several authors [251, 187], including integrating elements of LIME [18].

Unfortunately, LIME can be unstable, and both Shapley values and LIME
can suffer when a forecast point is at an inflection point in the input variables.
In such cases, important dependencies will be missed. Significant research into
XAI is currently happening in image processing. Recent work there has de-
veloped an approach of explaining an answer relative to a reference image [81].
Work in credit risk has shown that the same reference approach can be effective.
Moreover, using a distribution of reference points can provide both explainabil-
ity and robustness [125].

Certainly more methods will follow. For linear methods, explainability is
inherent. Hopefully in the near future, XAI will be an integral part of all
machine learning methods.

6.6 Predicting without Understanding

Henley and Hand’s work is often cited [129] showing that even small gain in
a credit score adds business value. This is taken as proof that prediction is
important above all, presumably including explanation. However, those in busi-
ness know that understanding gained from the modeling process can be used
in intangible ways during the underwriting process to add value. One of the
greatest risks with machine learning is that analysts can create effective models
without learning about the problem they are modeling. For both the analyst
and the business, learning matters.
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One of our deepest insights from the checking attrition project in Section 5
was the realization that readily available machine learning packages allow ana-
lysts to create highly predictive models without understanding what is driving
those models. Even when used with default settings, many of these algorithms
performed quite well, but is it a good thing to be able to create such mod-
els without seizing the opportunity to learn more about the business? In our
attempt to understand the relative performance, we actually did learn more
about the underlying dynamic between customer and lender, but this was not
necessary for the model’s success. The importance of explanatory methods for
machine learning is not just about educating customers and regulators, but also
so that analysts learn about the business.

Some of the understanding gained from a detailed explanation of the model
can be more about the data itself. Several machine learning methods are robust
to outliers, but if those outliers are data errors, this robustness can lead to a
false extrapolation. Robust machine learning models put a greater burden on
the analyst to validate the data to assure the model does not just learn an entry
error.

Part of the solution also comes back to the disparate impact analysis. We
need to recognize that explainable AI is valuable and necessary not just for
consumers but also for analysts. Model risk managers need to start asking for
a deeper inspection of what makes a machine learning model work, what are
the key structures being leveraged, and what can we do with this knowledge to
improve the input data and model development process.

Some have gone so far as to say that a bad model that can be understood
is better than a good model that cannot be. Let’s be clear. That is also a bad
answer. The correct answer is to work harder to explain the good models.

6.7 Adapting to Sudden Behavioral Shifts

This article is being written during the depths of the COVID-19 recession. As
soon as shelter-in-place orders were issued in the US, we knew that the models
would have a problem. All of the algorithms discussed here are data-driven
pattern recognition engines. When past patterns are not predictive of future
behavior, the models will fail.

Asking for forbearance on a mortgage was no longer a risk indicator, just
sensible cash flow management. Job loss and filing for unemployment might
be a joint strategy of employer and employee to maximize government benefits
until the business reopens. “Strategic delinquency” will probably appear in the
research literature in a year or two, exploring the behavioral dynamics leading
consumers to go delinquent even when they have money just in order to hoard
cash. Sudden increases in deposits, drops in spending, and increases in forbear-
ance reinforce this perspective. Early monitoring of machine learning models in
the crisis suggest that exactly these kinds of failures are occurring [127].

In a model driven world, we cannot just wait months or years for new data
to arrive to allow us to retrain the models. Model triage becomes an immediate
top priority. Human judgment is required to create intuitive models of how
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behavior is shifting and what adjustments or overlays should be deployed to
compensate. In such crises, linear methods or models with separable pieces
have the advantage, because then their human masters can understand more
easily where model weaknesses might lie, the presumed sensitivities that are no
longer true, and what adjustments might compensate for the new situation.

A complex machine learning model could essentially be picking up on the
same structures as a linear model, yet lack of interpretability will be a major
obstacle to use. The best way to make the machine learning methods robust
through such behavior shifts is to make them explainable globally [203] so that
the managers can understand enough to compensate.

That is precisely the objective with global interpretability methods in ma-
chine learning. Permutation tests [210, 96] randomize either the outcome labels
or the input values to measure the significance of the model and specific inputs.
Partial dependence plots [100] create a graph of the average forecast versus val-
ues for a given input , where the test value is substituted into each input data
element. This idea spawned several others including accumulated local effects
(ALE) [16], where the change in the model forecast for small changes about a
test value is averaged across all corresponding values of the other inputs. In-
dividual Conditional Expectation is essentially a disaggregation of the partial
dependence plots, showing the forecasts for each input at the test values rather
than simply aggregating to an average value. That disaggregated visualization
can provide additional insights into what drives the model [117]. These are a
few of the methods available for visualizing the dynamics of machine learning
models.

This section could have been called “Run global interpretability tests”. How-
ever, in the rush to finish a model and start the next task, analysts usually leave
them for “later”. In a crisis, the tools that get used are the ones that are al-
ready in place and are understandable. Therefore, measures to provide insight
into a model must be part of model development and validation. Such insights
are obvious with linear models. Machine learning must adopt such measures as
standard practice before models are deployed.

6.8 p-Value arbitrage

In comparing machine learning with traditional methods, the worst reason to
choose a winner would be if they were being judged by different standards. For
the most part, machine learning models are considered acceptable if they test
well out-of-sample, provide a reasonable disparate impact analysis, and do not
appear to be biased. For logistic regression, the list is a bit longer.

The most notable difference is the use of p-values to screen for insignificant
factors in logistic regression models. Standard practice among model validators
and auditors is to make sure that all coefficients in the model are statistically
significant according to the p-value, given a reasonably chosen threshold. The p-
value is essentially measuring the distance from zero considering the estimation
uncertainty. For binned variables where each bin has a corresponding coefficient,
the appropriate interpretation is that ”some” of the bins should have statistically
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significant coefficients. For example, if month-of-year were an input with one
coefficient for each month, you would not delete June from the model if its
coefficient were zero so long as other months were significantly non-zero. Given
that, let’s focus on coefficients for continuous variables.

Consider Figure 3. The figure compares coefficients estimated for three
different input variables. The first coefficient fails the p-value test, because
with it’s 95% confidence interval touching zero, it would not meet the 5% p-value
threshold, i.e. its coefficient is not provably non-zero. The second coefficient
also fails the p-value test for the same reason. However, assuming the inputs
are standardized, the first variable is potentially much more important than
the second, just equally uncertain. The third coefficient passes and would be
allowed into the model, even though it is only weakly useful.
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Figure 3: Coefficients with confidence intervals are shown for three hypothetical
input variables. The x-axis shows the estimated value and confidence interval.
The y-axis just lists three different events.

The American Statistical Society says this is not a correct use or interpreta-
tion of p-values [276, 208], and yet it is standard practice in credit risk modeling.
By using a p-value criterion for screening variables in regression models but not
in machine learning models, we are creating a p-value arbitrage situation. In
one of the model comparison studies, we should test the significance of the input
factors to see if machine learning models are including factors deleted from the
regression models.

It is important that we avoid creating a situation where analysts inadver-
tently choose machine learning methods over regression methods just because
of inconsistent evaluation standards by those in model risk management.
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7 Conclusions
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Figure 4: An intuitive comparison of potential strengths and weaknesses of
various models for credit scoring. 0 is the weakest and 1 is the strongest under
a given challenge.

In reviewing the many machine learning methods available and the equally
numerous applications, it becomes clear that declaring a single best method
is impossible. Methods have specific strengths and weaknesses that align to
different applications. In a specific application, the best method often involves
the combination of elements of several methods, both statistical and machine
learning.

For academics and researchers, the goal should be to develop a problem space
map showing the optimal domains for the methods. Figures 4 and 5 give the
author’s rough intuitive assessment relative to common modeling challenges for
credit scoring and credit risk time series modeling. Each vertex gives a modeling
challenge and each modeling technique is rated from 0 (worst) to 1 (best) at
addressing that challenge. In the course of creating this survey, the author did
not find any method that would be best against all challenges.

If these model rankings could truly be quantified, we could create a recom-
mendation engine that would assess a modeling task and recommend a subset
of methods that are likely candidates. Of course, these maps are only guesses,
do not include all variants of all methods, and do not consider all modeling
challenges. Adding those details would be worthy additions to the literature.

As far as where the field goes from here, several trends are apparent. Re-
search continues into how best to model image-like data sets. We noted that
some researchers used image processing techniques to analyze credit card trans-
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Figure 5: An intuitive comparison of potential strengths and weaknesses of
various models for time series modeling in credit risk. 0 is the weakest and 1 is
the strongest under a given challenge.

action data, so those could find application in credit risk. Memory-dependent
methods such as time series modeling is still seeing rapid development. For all
methods reviewed, methods for selecting meta-parameters could be dramatically
improved.

Overall, however, we must note that good machine learning methods exist
across a range of scoring and time series modeling applications. The greatest
advances from here are likely to be more in addressing the challenges of Section 6.
All of those challenges involve looking past model accuracy to issues of how to
make the models function productively in the real world.

One thing missing from all of these methods is that they produce expectation
values. Distributions of possible outcomes are obtained only by running multiple
input scenarios, as in stress testing, or looking across many models, as with
ensemble distributions. Could we move beyond these forecasts of expectation
values to performing calculations upon entire distributions so that the final
output of any model is immediately a distribution?

Perhaps, this is where quantum computing [215, 83] could revolutionize
credit risk modeling (and many other industries as well). With quantum calcu-
lations could we incorporate the full uncertainty of the non-normal distributions
of our problems through each step to the final answer? Clearly the greatest fail-
ing in using credit risk models is the infrequent generation of confidence intervals
and the even rarer use of those in decision making. If all forecasts had accurate
measures of uncertainty attached expressing their full non-normal distributions,
we would find a great deal of false precision being employed.
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Machine learning in some form is clearly the future, but that does not mean
it is the present. The challenges listed are not insignificant. The institutional
knowledge required for the proper development, validation, monitoring, and
overriding of machine learning models currently exists only in pockets. Recog-
nizing those challenges is the best way to speed wider adoption with the fewest
possible number of newsworthy blow-ups.
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